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Abstract The use of autonomous surface vehicles (ASVs) is an efficient alternative
to the traditional manual or static sensor network sampling for large-scale monitoring of marine and aquatic environments. However, navigating natural and narrow
waterways is challenging for low-cost ASVs due to possible obstacles and limited
precision global positioning system (GPS) data. Visual information coming from
a camera can be used for collision avoidance, and digital image stabilization is a
fundamental step for achieving this capability. This work presents an implementation of an image stabilization algorithm for a heterogeneous low-power board (i.e.,
NVIDIA Jetson TX1). In particular, the paper shows how such an embedded vision
application has been configured to best exploit the CPU and the GPU processing
elements of the board in order to obtain both computation performance and energy
efficiency. We present qualitative and quantitative experiments carried out on two
different environments for embedded vision software development (i.e., OpenCV
and OpenVX), using real data to find a suitable solution and to demonstrate its effectiveness. The data used in this study is publicly available.

1 Introduction
Autonomous surface vehicles (ASVs), also known as Autonomous Surface Crafts
(ASCs), are marine drones that can operate without the direct guidance of humans
[10, 6]. The use of ASVs for performing large-scale monitoring of marine and
aquatic environments is receiving increasing attention, as it represents an efficient
alternative to manual or static sensor network sampling for persistent environmental monitoring [5]. ASVs are capable of undertaking long-endurance missions and
carrying multiple sensors to collect data about water quality indicators (e.g., temperature and dissolved oxygen) [3].
Stefano Aldegheri, Domenico Bloisi, Jason Blum, Nicola Bombieri, and Alessandro Farinelli
Department of Computer Science, University of Verona, e-mail: hname.lastnamei@univr.it

1

2

S. Aldegheri, D. D. Bloisi, J. J. Blum, N. Bombieri, and A. Farinelli

Fig. 1 IntCatch 2020 project
uses Platypus Lutra boats,
about 1m long and 0.5m wide.

Fig. 1 shows an example ASV specifically developed for water quality monitoring. It is a Lutra mono hull boat produced by Platypus1 , which can mount submerged
propeller or an air fan for propulsion. Lutra boats are used in the EU-funded project
IntCatch20202 , which will develop efficient and user-friendly monitoring strategies for facilitating sustainable water quality management by community groups
and non-governmental organizations (NGOs). The innovative approaches developed
within the IntCatch project will be tested and validated at sites including different
scenarios, ranging from large lakes (i.e., Lake Garda in Italy) to small rivers (i.e., a
rural river catchment in the east of England).
The possible presence of obstacles (above-, below-, and on-surface) and limited
precision global positioning system (GPS) data are two of the main challenges for
safe navigation of low-cost ASVs in narrow waterways. Due to cost limitations,
visual information coming from an on-board camera can be used, as a cheaper alternative to radar [13] and sonars, to efficiently deal with both the challenges [6],
and digital image stabilization is a preliminary and fundamental step for achieving
this capability. Although hardware solutions for damping the motion of the camera
(e.g., gyroscopic stabilizers) exist and work well in practice, they are too expensive
to be mounted on a low-cost boat.
In this work, we develop a software solution to the digital image stabilization
problem designed for low-cost ASVs. In particular, we present a software implementation of the stabilization algorithm that is:
• Efficient in terms of performance as well as power consumption. This is enabled
by heterogeneous (i.e., CPU- and GPU-equipped) low-power embedded systems.
• Power-scalable, allowing for obtaining a good performance to energy consumption ratio. We can exploit dual-mode operation (i.e., performance-oriented or
energy-saving mode), switching from high frame rate to a lower one to trade
accuracy for energy efficiency. For example, in open water reducing accuracy is
acceptable, so throttling the algorithm to save energy is desirable.
The main contribution of this work consists of the qualitative and quantitative analysis of different configurations of the stabilization software. This paper presents the
results obtained by implementations using two development environments (OpenCV3
1
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and OpenVX4 ) and the corresponding libraries for embedded vision software. As
demonstrated by the experiments we can obtain a sublinear growth in power consumption as the processed frame rate approaches 60 frames per second.
The remainder of this paper is structured as follows. Background information
is provided in Section 2, together with an analysis of related work. The proposed
method is presented in Section 3, while qualitative and quantitative experimental
results are shown in Section 4. Finally, conclusions are drawn in Section 5.

2 Background and Related Work
Surface robotic platforms can be an invaluable cost-effective tool for several important applications ranging from flood mitigation to environmental monitoring [16].
While Autonomous Underwater Vehicles (AUVs) [12] and Unmanned Surface Vehicles (USV) [9] are often employed for data collection, such vehicles are typically
expensive and require a significant logistical effort in terms of personnel and equipment for transportation and operation. The interest towards simple, low-cost surface
robotic platforms for water quality monitoring is now significantly increasing with
the advent of relatively cheap solutions, including NUSwan5 from Singapore, the
ARC boats6 and the Platypus system. In particular, the Platypus autonomous boats
are used in the EU-funded IntCatch project, which will demonstrate the use of lowcost ASVs integrated with sensors for water quality monitoring.
Fig. 2 shows the functional architecture of the IntCatch system.
The boat can be controlled with a Wi-Fi connected tablet. The user can define
a way-point path on the tablet that the boat follows, navigating autonomously. The
tablet app generates a spiral path between the way-points to collect sensor data in
the area. The data collected by the boat, including dissolved oxygen, electrical conductivity and temperature, can be processed to infer water quality.
A possible extension for the IntCatch system consists of mounting a camera on
the bow of the boat to capture visual data (see Fig. 1). An important feature required
by the IntCatch system is the capability of avoiding obstacles. Obstacles in the operational environment can be the boundary of the water or floating debris, which
presents a significant challenge to continuous detection from images taken on-board
[2]. Stereo rigs are used by Huntsberger et al. [11] for obstacle and moving objects
detection on an ASV. However, since a large baseline is required for granting a large
field of view, this can create instability for small vessels. A method for detecting water regions in videos by clustering color and texture features is proposed by Santana
et al. [15]. However, color-based methods can suffer from significant variation of
the appearance of water, depending upon the color of the sky, the level of turbidity,
the time of day, and the presence of wind, terrain reflections, underwater objects
4
5
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Fig. 2 Overall scheme of the
IntCatch 2020 autonomous
boat for water quality monitoring. We mounted different
sensors to measure electrical
conductivity, temperature and
dissolved oxygen to generate
maps of geolocalized data.

visible from the surface, surface vegetation, and shadows [14]. Fefilatyev et al. [8]
use the horizon line position to eliminate all edges not belonging to floating objects
by assuming that within an image all objects of interest lie above the horizon line. A
similar idea is exploited by Wang et al. [19]. After detecting the horizon line, potential obstacles are searched in the region below the horizon. The main drawback of
approaches based on the horizon line detection is that situations close to the shore
cannot be easily handled, since the edge of the water does not always correspond to
a simple horizon line.
In any of the above algorithms it is helpful to stabilize the images coming from
the camera, mitigating the effect of physical motions of the sensor (e.g., caused
by waves). Solutions involving hardware for damping the motion of the camera,
e.g., gyroscopic stabilizers, cannot be used in the case of low-cost ASVs due to cost
restrictions. Even if this equipment works well in practice, it is expensive. In this paper, we propose the use of an embedded vision system for digital image stabilization.
With the term embedded vision, we refer to the deployment of practical computer
vision methods on new-generation high-performance, low-cost, and energy-efficient
embedded systems.

2.1 Low-power Embedded Vision
In this work we adopted the NVIDIA Jetson TX1 system-on-module, which is based
on the Tegra X1 chip. Tegra X1 is one of the latest NVIDIA system-on-chip processor for embedded applications. It includes four ARM Cortex-A57 cores and a
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256-core GPU based on the NVIDIA Maxwell architecture. For compute-intensive
applications, the GPU is the most interesting feature of this chip, which can be programmed (through CUDA) to perform a wide range of parallel computation tasks in
addition to handling 3D graphics.
OpenCV is a popular open source library of primitives for computer vision. It
consists of a large set of primitives that can be executed on a CPU, and a subset of primitives implemented in CUDA and OpenCL to be accelerated on a GPU.
OpenCV4Tegra is a closed-source porting of OpenCV provided by NVIDIA optimized specifically for the Tegra architecture. OpenCV4Tegra provides excellent
compatibility with OpenCV, thus promising seamless porting of code developed
with the open source OpenCV library.
OpenVX is an open standard from the Khronos Group aimed at enabling low
power computer vision applications in mobile and embedded devices. OpenVX consists of a software framework and a library of common computer vision building
blocks. The framework allows developers to describe their computer vision algorithms in the form of a dataflow graph. The framework can then execute the algorithm with dataflow optimized for the device architecture. For example, the OpenVX
framework can automatically apply node-to-computing element mapping or image
tiling techniques to greatly reduce bandwidth to off-chip memory, improving speed
and reducing power consumption.
VisionWorks is a software development package for computer vision and image
processing based on OpenVX and provided by NVIDIA for Tegra architectures.
Different works have been presented to analyse the use of OpenVX for embedded vision [20, 4, 18]. In [20], the authors present a new implementation of
OpenVX directed at platforms comprised of CPUs and GPUs that leverages various analytical techniques. In [4], the authors examine how OpenVX responds to
different data access patterns, by testing three different OpenVX optimizations: kernels merge, data tiling and parallelization via OpenMP. In [18], the authors introduce ADRENALINE, a novel framework for fast prototyping and optimization of
OpenVX applications for heterogeneous SoCs with many-core accelerators.
We present an optimized implementation of a real computer vision application
embedded on a Jetson TX1 board and the optimization analysis targeting performance and energy consumption. In particular, we present an analysis of the study we
conducted by comparing the implementation performance of OpenCV (with its optimization for the Tegra architecture, NVIDIA OpenCV4Tegra) and OpenVX (with
its optimization for such a board NVIDIA VisionWorks).

3 Method
In this work, we aim at implementing the digital image stabilization of a visual
stream captured by a camera mounted on a small ASV. An unstabilized video is an
image sequence that exhibits unwanted perturbations in the apparent image motion.
The goal of digital video stabilization is to improve the video quality by remov-
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ing unwanted camera motion while preserving the dominant motions in the image
sequence. For obtaining an obstacle detection solution, stabilization is a crucial preprocessing step before performing higher-level processing like object tracking. For
example, the accuracy of predicted object trajectories can decrease in the case of
unstabilized images [7].
Fig. 3 shows an overview of the adopted video stabilization algorithm, which
is represented through a dependency graph. The input sequence of frames is taken
from a high-definition camera, and each frame is converted to the grayscale format
to improve the algorithm efficiency without compromising the quality of the result.
A remapping operation is then applied to the resulting frames to remove fish-eye
distortions. A sparse optical flow is applied to the points detected in previous frame
by using a feature detector (e.g., Harris or FAST detector). The resulting points
are then compared to the original point to find the homography matrix. The last N
matrices are then combined by using a Gaussian filtering, where N is defined by the
user (higher N means more smoothed trajectory a the cost of more latency). Finally,
each frame is inversely warped to get the final result. Dashed lines in Fig. 3 denote
inter-frame dependencies, i.e., parts of the algorithm where a temporal window of
several frames is used to calculate the camera translation.
Although this algorithm does not represent particular challenges for the sequential implementation targeting CPU-based embedded systems, it presents a large design space to be explored when implemented for hybrid CPU-GPU systems. On the
one hand, several primitives of the algorithm (graph nodes) can benefit from GPU
acceleration while, on the other hand, their offloading on GPU involves additional
memory-transfer overhead. The mapping exploration between nodes and computational elements (i.e., CPU or GPU) is thus crucial both for the performance and for
the energy consumption.
To best explore correctness, performance, and energy consumption of the algorithm, we implemented the software in all the possible configurations (nodes vs.
CPU/GPU) and by adopting both OpenCV and OpenVX design environments.

Fig. 3: Dependency graph of the video stabilization algorithm.
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3.1 OpenCV Implementation
OpenCV provides the implementation for CPU of all the primitives of the video
stabilization algorithm. In addition, it provides the GPU implementation of the following five nodes:
•
•
•
•
•

Convert to Grayscale.
Remapping.
Feature detection (either based on Harris or FAST algorithm).
Optical Flow.
Warping.

The complete design space exploration of OpenCV consists of 32 configurations
with the Harris-based feature detection plus 32 configurations with the FAST-based
one. We exhaustively implemented and compared all the possible configurations.
We also conducted the system-level optimization for each configuration, which, by
adopting OpenCV, is a manual and time consuming task. Indeed, although any single function downloading on GPU requires a quite straightforward code intervention (i.e., a function signature replacement), the system-level optimization involves
a more accurate and time consuming analysis of the CPU-GPU data dependency
in the overall data flow. As an example, consider the three nodes feature detection, compute homography, and optical flow. Any configuration requiring the first
mapped on the CPU and the others on the GPU involves one data transfer from the
CPU main memory (the output of the feature detection) to the GPU main memory
(as input for either the optical flow or homography). A second (useless) CPU-GPU
data transfer leads, in this algorithm implementations, to a 15% performance loss.
Finding such data dependency and optimizing all the CPU-GPU data transfer, in the
current OpenCV release, is let to the programmer.
The profiling analysis of all these code versions underlines that the feature detection and optical flow nodes are the two most computational demanding functions of
the algorithm. Fig. 4 depicts their OpenCV structure, by underlining how they are

Fig. 4: OpenCV implementation of the most computational demanding nodes of the video stabilization algorithm.
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implemented (in terms of data exchange structures and the primitive signature) if
run on the CPU or offloaded on the GPU. Their mapping on CPU or GPU involves
the main important differences from the performance and power consumption point
of view, as shown in Section 4.
Even though OpenCV primitives for GPUs are implemented both in OpenCL and
CUDA, only CUDA implementations can be adopted for the Jetson board.

3.2 OpenVX Implementation
Listing 1 shows the most important parts of the OpenVX code. Some primitives
have been tested both with the version released in the standard OpenVX library and
in the VisionWorks library.
1
2
3
4
5
6
7
8
9
10
11
12
13

14

15
16
17
18
19
20
21
22
23

vx_context context = vxCreateContext();
/* create data structure */
vx_image gray = vxCreateVirtualImage(graph, 0, 0, VX_DF_IMAGE_U8);
vx_image rect_image = vxCreateVirtualImage(graph, 0, 0, VX_DF_IMAGE_U8);
vx_array curr_list = vxCreateVirtualArray(graph, VX_TYPE_KEYPOINT, 1000);
vx_matrix homography = vxCreateMatrix(context, VX_TYPE_FLOAT32, 3, 3);
/* create graph and relative structure */
vx_graph graph = vxCreateGraph(context);
vxColorConvertNode(graph, frame, gray);
vx_node remap_node = vxRemapNode(graph, gray, rect_image,
VX_INTERPOLATION_BILINEAR, remapped);
nvxCopyImageNode(graph, rect_image, out_frame, 0));
vxGaussianPyramidNode(graph, remapped, new_pyramid);
vx_node opt_flow_node = vxOpticalFlowPyrLKNode(graph,old_pyramid,
new_pyramid, points, points, curr_list, VX_TERM_CRITERIA_BOTH,
s_lk_epsilon, s_lk_num_iters, s_lk_use_init_est, s_lk_win_size);
nvxFindHomographyNode(graph, old_points, curr_list, homography,
NVX_FIND_HOMOGRAPHY_METHOD_RANSAC, 3.0f, 2000, 10, 0.995f, 0.45f,
mask);
homographyFilterNode(graph, homography, current_mtx, curr_list, frame,
mask);
matrixSmootherNode(graph, matrices, smoothed);
truncateStabTransformNode(graph, smoothed, truncated, frame, s_crop);
vxWarpPerspectiveNode(graph, frame_out_sync, truncated,
VX_INTERPOLATION_TYPE_BILINEAR, frame_stabilized);
nvxHarrisTrackNode(graph, rect_image, new_points, NULL, curr_list, 0.04,
3, 18, NULL);
/* force node to GPU */
vxSetNodeTarget(remap_node, NVX_TARGET_GPU, NULL);
/* force node to CPU */
vxSetNodeTarget(opt_flow_node, NVX_TARGET_CPU, NULL);

Listing 1: OpenVX Code Example
The programming flow starts by creating a context (line 1). Based on this context,
the program builds the graph (line 8) and the corresponding data objects (lines 3-6).
The whole algorithm is then finalized as a dataflow graph by linking data objects
through nodes (lines 9-19). Lines 21 and 23 show how processing nodes can be
manually forced to be mapped on specific processing elements.
The OpenVX environment allows automatically changing the nodes-to-processing
elements mapping and the corresponding data exchange system-level optimization.
It also provides both the Harris-based and FAST-based feature detector, both avail-
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Fig. 5: OpenVX implementation of the most computational demanding nodes of the video stabilization algorithm.

able for CPU and GPU. In particular, it provides two different versions for each
primitive: the first one is the standard ”general purpose” OpenVX version, while
the second one is provided in the VisionWorks library and is optimized for tracking
algorithms.
In order to verify the best configuration targeting performance and to figure out
the best one targeting power efficiency, we developed and tested all the possible
configurations by forcing the nodes-to-processing elements mapping.
In the OpenVX mapping exploration, we considered the following differences
from OpenCV:
1. Harris/FAST tracker: OpenVX/VisionWorks provides the Harris/FAST tracker,
which allows optimizing the data eflow by giving priority to the points tracked in
the previous frame instead of the new detected ones, if they are in the same area.
2. OpenVX relies on column-major matrices, while OpenCV relies on major-row
matrices. This is important especially in the remap cases, where the OpenCV
backend is used to build the coordinates of the remapped points.
3. VisionWorks relies on a delay object to store an array of temporal objects (e.g.,
N frames back). This is not possible in OpenCV.

4 Experimental Results
Experiments have been carried out on real data collected in a small lake near Verona,
Italy with a GoPro Hero 3 Black camera mounted on the bow of the Platypus Lutra boat (see Fig. 1). In particular, we analyzed three different image sequences (see
Fig. 6), registered at 60 FPS with 1920×1080 wide angle resolution. Sequence S1 is
particularly challenging due to large rolling movements, while Sequence S2 presents
strong sun reflections on the water surface, and the boat is very close to the coast.
The last Sequence S3 presents a similar view-point with respect to S1, but with
lower rolling. The three sequences can be downloaded from the IntCach AI web-
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(a)

(b)

(c)

Fig. 6: Video stabilization results on sequences S1 (first row), S2 (second row), and S3 (third row).
(a) A frame in the unstabilized video overlayed with lines representing point trajectories traced over
time. (b) The corresponding frame in the OpenCV stabilized video. (c) The OpenVX stabilization
results. Point trajectories are significantly smoother when the stabilization is activated.

site7 , together with the source code of the different implementations that has been
considered. Additional sequences, not analyzed in this work, can be downloaded
from the IntCatch Vision Data Set8 .
Stabilization results. In order to show the importance of video stabilization as
a necessary preprocessing step for horizon line detection, we have considered the
three sequences in Fig. 6, using them as input for a feature tracking algorithm. Supplemental videos can be downloaded at goo.gl/mg4fH1 for a clearer demonstration
of our results.
We used the well-known Kanade-Lucas-Tomasi feature tracker (KLT) for tracking points around the horizon line in the camera field of view. The obtained feature points are visualized by tracing them through time [17]. The first column in
Fig. 6 contains stabilization results when the input consists of images that have not
been stabilized. The second and the third column show the results generated by the
OpenCV and OpenVX based implementation, respectively.
We use the median absolute deviation with median as central point (MAD) to
estimate the stabilization quality by measuring the statistical dispersion of the points
generated by the KLT algorithm:
MAD = median (|xi − median(X)|)
7
8
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http://profs.sci.univr.it/bloisi/intcatchvisiondb/intcatchvisiondb.html
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Table 1: Stabilization quantitative results
Sequence

Number of
tracked points

Unstabilized

MAD
OpenCV OpenVX

S1
S2
S3

10
10
10

31.5
25.0
23.4

11.3
8.2
10.4

10.4
6.8
10.7

where X = {x1 , x2 , ..., xn } is the n original observations.
Table 1 shows the MAD values obtained with the unstabilized images and with
the preprocessed data generated by OpenCV and OpenVX. The stabilization allows
to obtain lower MAD values. It is worth noticing that the alternatives generated by
the same environment (i.e., OpenCV or OpenVX) give comparable results in terms
of MAD, while differ in terms of performance and power consumption as discussed
in the next paragraph.
Computational load results. Multiple mappings between routines and processing elements have been evaluated using different metrics. Live capture has been
simulated from recorded video stored in the Jetson internal memory by skipping the
frames in accordance with the actual processing speed of the considered implementation.
Tables 2 and 3 show the obtained results in terms of frames per second (FPS)
together with the following metrics:
Ppeak = max P(t)

(2)

t

Z t

E(t) =

P(t)

(3)

E(Tend )
Tend

(4)

0

Pavg =

where P(t) = V (t)I(t) is the instant power usage and Tend is the total duration of
the analyzed sequence in seconds. Table 3 has an asterisk at the beginning of rows
which correspond to configurations that have been chosen by Visionworks automatically. The value E(Tend ) denotes the absolute battery consumption measured

Table 2: OpenCV implementation results
Remap

Cvt color Warping

Optical
Flow

Features

Pavg
(W)

Ppeak
(W)

FPS

E(Tend )
(J)

GPU
GPU
GPU
GPU

GPU
GPU
GPU
GPU

GPU
GPU
GPU
GPU

CPU/HARRIS
GPU/FAST
GPU/HARRIS
CPU/FAST

5.1
5.7
6.0
5.3

11
15
17
15

7.5
16.3
15.3
13.7

772
855
906
810

GPU
GPU
GPU
GPU
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Table 3: OpenVX implementation results
Remap

Cvt color Warping

Optical
Flow

Features

Pavg
(W)

Ppeak
(W)

FPS

E(Tend )
(J)

GPU

GPU

GPU

CPU

5.4

12

36.5

810

GPU

GPU

GPU

CPU

5.1

11

15.3

760

GPU

GPU

GPU

GPU

4.3

11

16.2

639

*

GPU

GPU

GPU

GPU

5.3

12

60

804

*

GPU

GPU

GPU

GPU

5.2

11

60

776

*

GPU

GPU

GPU

GPU

5.2

12

60

780

*

GPU

GPU

GPU

GPU

GPU/HARRIS
OPENVX
GPU/FAST
VISIONWORKS
CPU/FAST
VISIONWORKS
GPU/FAST
OPENVX
GPU/HARRIS
OPENVX
GPU/FAST
VISIONWORKS
GPU/HARRIS
VISIONWORKS

5.1

11

60

764

in Joule (J), Pavg gives a measure of the average instant power usage during computation measured in Watt (W), and Ppeak is the maximum instant power usage in
Watt.
A Powermon board [1] has been used to measure the energy consumption. The
absolute value of energy is an important measure that determines the battery capacity required for a mobile platform to perform the work. The number of processed
frames is equally important to understand how well the algorithm performs. It is
worth noticing that the OpenCV implementation is not able to achieve real-time
performance with high-resolution high-frame rate data.
We investigated the maximum value of FPS that different configurations can
reach and the corresponding power consumption. We also investigated how the
power consumption scales with the performance. Since no OpenCV implementation allows achieving real-time performance (60 FPS), we used a high resolution
timer to simulate the actual capture rate of the camera.
The results underline that the best OpenCV implementation allows reaching 16.3
FPS at the cost of 855 J energy consumption. They also underline that OpenCV
does not allow implementing a dual performance-oriented or energy-saving mode,
since the most appropriate energy saving configuration (-10% J) provides very insufficient performance. In contrast, OpenVX allowed us to implement four different
configurations that guarantee appropriate performance (60 FPS) and energy scaling
over FPS, as underlined in Fig. 7. Here, a linear increase in frames per second can
be considered as a linear increase in computational load.

5 Conclusions
Low-cost autonomous surface vehicles (ASVs) can provide effective and efficient
tools to help human operators performing water monitoring operations in lakes and
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30
Frames per second (FPS)

60

Fig. 7: OpenVX energy scaling per FPS.

rivers. However, their use in natual narrow waterways is challenging due to the
possible presence of obstacles and limited precision GPS data.
In this paper, we investigate different solutions for digital image processing that
can operate online in low-cost ASVs. In particular, we consider image stabilization,
which is a key preprocessing step for building a horizon line detection module. Our
focus is to provide solutions that can manage high frame rate images in real time
so to allow the system to react when obstacles appears in the field of view of the
on-board camera. To this end, we implement state of the art approaches in two development environments (OpenCV and OpenVX), investigating different mappings
among the routines (e.g., warping, optical flow, etc.) and processing elements (i.e.,
CPU, GPU). Overall our results show that by using appropriate mappings we can
run such state of the art approaches on an embedded system (NVIDIA Jetson TX1)
achieving a high processing rate (i.e., 60 frames per second) while reducing the
battery consumption (with respect to a traditional CPU based implementation).
These results pave the way for several interesting research directions. In particular, our future work in this space includes the implementation and evaluation
of situation assessment and obstacle avoidance methods that exploit the embedded
system and development environments investigated in this work.
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